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Abstract—This work investigates the new problem of image-
based egocentric shopping cart localization in retail stores. The
contribution of our work is two-fold. First, we propose a novel
large-scale dataset for image-based egocentric shopping cart
localization. The dataset has been collected using cameras placed
on shopping carts in a large retail store. It contains a total
of 19,531 image frames, each labelled with its six Degrees Of
Freedom pose. We study the localization problem by analysing
how cart locations should be represented and estimated, and
how to assess the localization results. Second, we benchmark
different image-based techniques to address the task. Specifically,
we investigate two families of algorithms: classic methods based
on image retrieval and emerging methods based on regression.
Experimental results show that methods based on image retrieval
largely outperform regression-based approaches. We also point
out that deep metric learning techniques allow to learn better
visual representations w.r.t. other architectures, and are useful
to improve the localization results of both retrieval-based and
regression-based approaches. Our findings suggest that deep
metric learning techniques can help bridge the gap between
retrieval-based and regression-based methods.

I. INTRODUCTION

The ability to estimate the position and orientation of a
mobile object (e.g., a robot) from egocentric images is crucial
to many industrial applications [1], [3], [4]. As it has been
investigated by Santarcangelo et al. [27], in the context of retail
stores, the position of shopping carts equipped with a camera
can be obtained exploiting computer vision pipelines for scene
classification. Such information can be used to analyse the
customer behaviours, trying to infer, for instance, where they
spend more time, which areas of the store are preferred (e.g.,
fruit, gastronomy, etc.) and how the placement of products
can affect sales. Image-based localization abilities are also
necessary to allow a robot to navigate and monitor the store
or assist the costumers [10].

In this paper, we consider the problem of localizing shop-
ping carts in retail stores from egocentric images acquired by
cameras mounted on shopping carts. Differently from other
indoor environments, retail stores present unique properties
and challenges: 1) they are often large scale environments, 2)
they usually present repetitive structures (e.g., the different
shelves as well as some products may look very similar),
3) the visual appearance of the different parts of a store is
always changing (e.g., products are moved by customers and
sometimes are moved from one shelf to another). Fig. 1 shows
some examples of the typical variability of egocentric images
acquired in a retail store.

Fig. 1: Visual variability of acquired egocentric images.

Despite different datasets are available in the literature to
study the problem of image-based indoor localization [3], [4],
a large dataset to address the task of shopping cart localization
in a retail store is still missing. Hence, we propose a new large
scale dataset of images acquired in a retail store using cameras
mounted on shopping carts Fig. 2. By means of careful semi-
automatic 3D reconstruction and registration procedures, each
image has been labelled with a six Degrees Of Freedom (6-
DOF) pose summarizing the 3D position of the shopping cart,
as well as its orientation in the 3D space.

Our data analysis points out that most of the variance of the
collected shopping cart positions is explained by their first two
principal components. This leads us to frame the egocentric
shopping cart localization problem as a three Degrees Of
Freedom (3-DOF) pose estimation task. Therefore, we create
a 3-DOF version of the dataset by projecting the 6-DOF poses
onto a 2D plane parallel to the floor of the store. In this
version of the dataset, each frame is associated with the 2D
coordinates and angle describing the position and orientation
of the shopping cart.

Hence, we benchmark different approaches to address ego-
centric shopping cart localization in a retail store. Since algo-
rithms for shopping cart (or robot) localization should be easy
to deploy in embedded settings, we put an emphasis on the
comparison between regression-based methods which allow
for fast inference and are potentially compact, and classic ap-
proaches based on image-retrieval, which are shown to provide
superior performance but require to keep the whole training
set in memory and are generally slower at inference time.
Our analysis shows that image representations learned using
deep metric learning techniques allow to improve the results
of both retrieval-based and regression-based approaches. This
suggests that the gap between the two families of approaches
can be bridged by enforcing that images of nearby locations
are mapped close to each other in the latent feature space.

In sum, the contribution of our work is two-fold: 1) we
propose a dataset to study the problem of egocentric shopping
cart localization. The dataset is intended to foster research
on the problem and it is publicly available at our web



Fig. 2: The hardware setup employed to collect the dataset
using shopping carts.

page1; 2) we benchmark retrieval-based and regression-based
localization techniques in the proposed application domain and
hypothesize that the gap between the two approaches can be
bridged by imposing a structured latent feature space.

The remainder of the paper is organized as follows: In
Section 2, we review the state of the art approaches for camera
localization. In Section 3, we present the proposed shopping
chart localization dataset. Section 4 discusses the approaches
investigated in this study. Section 5 presents the experimental
setting, whereas Section 6 discusses the results. Section 7
concludes the paper and reports insights for future research.

II. RELATED WORK

Camera localization can be tackled either as a classifi-
cation or camera pose estimation problem. Classification-
based approaches [11], [27], [28] quantize the space into
different regions (e.g., different rooms of a building) and
tackle localization as an image classification problem, i.e.,
they assign one of the possible locations to the image under
consideration. Approaches based on classification are unable to
provide fine-grade positional information (e.g., accurate 2D or
3D coordinates) or to estimate the 6-DOF pose of the camera.
However, they are useful in application contexts in which
coarse localization is already sufficient, and computational
costs need to be minimized.

Camera pose estimation approaches do not assume the space
to be quantized and aim to predict the 6-DOF pose of the cam-
era which acquired the considered image. Given a new image
to be localized, the most straightforward method consists in
looking for the most similar image in a labelled training set
through a content-based image search. The 6-DOF label of the
retrieved image is hence attached to the query image in order
to obtain the 6-DOF prediction [21]–[23]. Image retrieval can
be performed mapping the images in a chosen feature space
and performing a nearest neighbour search [31]. Images can
be encoded using hand-crafted local features (e.g. SIFT or
SURF [12], [13]). Alternatively, learned representations such
as Convolutional Neural Networks features can be used. Some

1http://iplab.dmi.unict.it/EgocentricShoppingCartLocalization/

approaches based on learned representations extract features
using a model trained on a large dataset to address a different
task [14]. Other methods represent images by extracting the
activations of an intermediate layer of a model trained for
classification/regression on the target dataset [15].

Some approaches address 3D object pose estimation (task
strictly related to camera pose estimation) employing features
learned using a siamese or triplet network [19], [20]. Such
architectures are trained using a contrastive loss [16] on image
pairs labelled either as similar or dissimilar [17], [18].

Another family of camera pose estimation methods leverage
the 3D structure of the scene [4] [5] [24]. Such approaches
compute matchings between 2D local features extracted from
the images and the 3D points of a point cloud of the environ-
ment created beforehand. The inferred 2D-3D matchings are
hence used to recover the 6-DOF camera pose [25] [26] [30].
These algorithms can reach very accurate results [24] but they
are generally complex and hence inconvenient for embedded
systems with low computational resources.

Recent works have investigated the possibility to regress
the 6-DOF camera pose directly from images by employing
Convolutional Neural Networks (CNN). The authors of [1]
proposed POSENET, the first CNN-based model for end-to-
end camera pose estimation. The POSENET model is obtained
by replacing the classification components of the GoogleNet
architecture [29] with a regressor. To balance the contribution
of position prediction and orientation estimation, in [2] differ-
ent loss functions are compared for the same network. In [3] a
model based on the combination of a CNN and a Long-Short-
Term-Memory (LSTM) architecture is proposed for camera
pose regression. These methods are generally less accurate
than those based on 3D models, but they have the advantage to
be compact and fast to compute, which makes them appealing,
especially when working in embedded settings.

III. DATASET COLLECTION AND ANALYSIS

We collected a large-scale indoor dataset to address the
task of egocentric shopping cart localization. The standard
procedure for the collection of a dataset suitable for image-
based localization involves the acquisition of large sets of
images of the environment (this is generally achieved acquiring
continuous videos) and the construction of a 3D model using
Structure-from-Motion (SfM) algorithms [1].

6-DOF camera pose labels in the form of 3D coordinates
and quaternions are then associated to the images which have
been registered to the 3D model. In accordance with [3], we
found that the implementation of this procedure is a challeng-
ing task in our settings due to the presence of repetitive struc-
ture elements (e.g., the shelves and products of the store) with
nearly identical appearance which tend to create ambiguities.
Most of the datasets for image-based indoor localization are
generally collected in small environments typically spanning
the extension of a single room. Very few studies, such as the
one in [3], propose a large scale indoor dataset. In particular,
the dataset proposed in [3] is acquired and labelled using a



Fig. 3: Sample images from the proposed dataset. Each row
shows images with similar visual elements acquired in differ-
ent parts of the store.

system equipped with six high resolution cameras and three
laser range finders.

To deal with the aforementioned problems and to keep a
lower computational cost, we first built several 3D models of
different areas of the store running SfM algorithms on subsets
of the collected video dataset. The models have been hence
registered together in order to obtain an overall 3D model.

The proposed dataset has been built using frames extracted
from nine different videos acquired in a retail store of the
south of Italy with an extension of 782 m2. The videos have
been acquired with two different zed-cameras 2 mounted on a
shopping cart with their focal axes parallel to the floor of the
store (see Fig. 2). Each video has been temporally sub-sampled
at 3 fps. The 3D models and 6-DOF camera positions have
been obtained using the 3D ZEPHIR software [6].

The overall dataset consists of 19, 531 labelled images. We
divided the dataset into train and test sets. The two subsets are
obtained considering respectively 6 videos training (13, 360
frames) and 3 videos for test (6, 171 frames). Each of the
subsets contains images covering the entire store. Fig.3 shows
some samples from the proposed dataset. Each row shows
similar images acquired in different parts of the store. The
visual similarity between the sample pairs highlights that the
considered problem is a challenging one.

A. 3-DOF Labels

Since the cameras are fixed to the shopping carts, all images
are acquired from a point of view which moves in accordance
to the cart. This limits the number of degrees of freedom
of the collected camera poses. Analysing all camera position
coordinates through Principal Component Analysis (PCA), it

2http:
www.stereolabs.com

Fig. 4: 2D projection of camera positions of the proposed
dataset.

is simple to demonstrate that almost 100% of the variability
is retained within the first two principal components, which
identify the position of the shopping cart on a 2D plane parallel
to the floor of the store. This is depicted in Fig. 4, which
shows the 2D projection of all camera positions contained
in the dataset. We argue that such representation is the most
appropriate for the considered application domain. Hence, we
frame egocentric shopping cart localization as a 3-DOF camera
pose estimation problem, where images are labelled with their
2D position and an angle indicating the orientation of the
shopping cart in the 2D plane. Specifically, a camera pose
is represented as p = (x,u), where x = (x, y) is a 2D vector
representing the position of the shopping cart and u = (u, v)
is a unit vector representing the orientation of the cart.

B. Error Analysis

We characterize the proposed dataset by studying what is the
minimum error achievable when localization is addressed as
an image-retrieval task. Such value is the error committed by
an optimal nearest neighbour search which always associates
a test image to the most correct pose in the training set.
In the considered 3-DOF scenario, a position is defined as
a set of 2D coordinates measured in meters and an angle
measured in degrees. Due to the different measure units, pose
estimation errors needs to be computed separately for positions
and orientations [1], [2]. Ideally, given a test pose pi, we would
like to be able to determine the training pose pj such that the
pair (pi, pj) constitutes an optimal match. To define such a
matching criterion, given two 3-DOF poses pi and pj , we
define the following parametric distance measure:

d(pi, pj ;α) = α · dp(pi, pj) + (1− α) · do(pi, pj) (1)

where dp(pi, pj) represents the Euclidean distance between
the positions of the poses pi and pj , do(pi, pj) represents
the angular distance between the orientations of the poses pi
and pj , and α is a parameter regulating the trade-off between
position and orientation errors.

By choosing a specific value for α, the parametric measure
defined in Eq. (1) allows to define a criterion to perform
optimal nearest neighbour matching. Given a test sample si
with ground truth pose pi, optimal nearest neighbour search
is carried out predicting form pi the training pose pj such



TABLE I: Mean and median position and orientation lower-
bound errors obtained with optimal nearest neighbour search.

Mean Median

α P.E.(m) O.E.(◦) P.E.(m) O.E.(◦)

0 9.89 0.54 9.00 0.31

0.1 0.32 1.73 0.27 1.34

0.2 0.25 2.48 0.21 1.87

0.3 0.21 3.20 0.18 2.35

0.4 0.18 4.03 0.16 2.84

0.5 0.16 4.99 0.14 3.44

0.6 0.14 6.31 0.12 4.22

0.7 0.12 7.98 0.11 5.28

0.8 0.11 10.47 0.10 6.63

0.9 0.09 17.31 0.08 10.08

1 0.05 90.45 0.04 90.47

that d(pi, pj ;α) is minimized. To measure the minimum error
committed when choosing a given value for α, we then
compute the error on position and orientation separately.

TABLE I reports the mean and median Position Errors (P.E.)
and Orientation Errors (O.E.) committed by an optimal nearest
neighbour search for different values of α over the whole test
set. For instance, when α = 0 optimal nearest neighbour is
performed choosing the training pose which minimizes the
orientation error, regardless its position. In this case, we obtain
a large lower-bound error of 9.89 m and a small orientation
error of 0.54◦. Conversely, choosing larger values for α leads
to larger orientation errors (up to 90.45◦) and lower position
errors (up to 0.05 m).

It should be noted that the lower-bound errors reported in
TABLE I have a practical interpretation. Indeed, they indicate
the best performance expected by retrieval-based localization
methods when a given trade-off between position and orien-
tation is required. For instance, a method achieving a small
position error close to 0.05 m should perform poorly on
orientation estimation, where the lower-bound mean position
error is 90.45◦ (see TABLE I, last row). Similarly, a method
scoring mean and median errors close to the values reported
in one of the rows of TABLE I are intuitively showing good
performance.

IV. METHODS

We compare the performances of two different families of
approaches: methods based on image retrieval and methods
based on regression.

A. Retrieval-Based Methods

Methods based on image retrieval map training and test
images to a chosen feature space. New test images are as-
sociated with the pose of the closest training image in the
considered feature space. The amount of memory required by
such approaches grows linearly with the number of training
images. While we show that retrieval-based methods allow to
obtain low errors, their memory footprint can easily get large,

which makes them less convenient than more compact models
based on regression in embedded settings.

For all our experiments, we consider a 1-NN decision
rule based on the Euclidean distance, and investigate the
contribution of different image representations. As a repre-
sentative of shallow image representations, we consider the
spatially enhanced Improved Fisher Vector based on densely
extracted SIFT features described in [9]. To compute such
image representations we employed a Gaussian Mixture Model
with 256 components and reduced the dimensionality of SIFT
descriptors to 80 components using PCA as suggested in [8].
To leverage the transfer learning capabilities of CNN features,
we consider off-the-shelf 4096-dimensional features extracted
from the fc7 layer of the VGG16 network pretrained on the
ImageNet dataset [7]. We also explore the possibility of learn-
ing feature representations suitable for the localization task
by fine-tuning the pre-trained VGG16 model using a triplet
network architecture [17]. To learn a feature representation
which maps images of nearby locations close to each other in
the feature space, image triplets have been formed considering
as “similar” each pair of training frames which poses are
characterized by a spatial distance smaller than 30cm and an
orientation distance smaller than 45◦.

To investigate whether imposing a temporal constraint can
improve results of sequential camera pose estimation when
processing a video, we experiment the combination of 1-NN
search and the following heuristic. Given a new test frame fi,
we restrict the nearest neighbour search to training set samples
which positions are in a neighbourhood of the last predicted
position pi−1. Restricting the nearest neighbour search as
suggested above should reduce the influence of ambiguous rep-
resentations in the training set. This is achieved by excluding
from the search training samples which are located far away
from the current location but may have a similar representation
due the ambiguities arising from repeated structure elements. It
should be noted that the proposed temporal constraint can only
be applied when sequential localization is a feasible option. We
tested different neighbourhood sizes, observing localization
drifting for neighbourhood sizes smaller than 4m. Therefore
we chose 4m as neighbourhood sizes in our experiments.

B. Regression-Based Methods

These kind of methods address camera pose estimation as a
regression problem. Such methods do not require to keep the
whole training set in memory and hence they allow for fast
inference and are generally more compact than retrieval-based
methods.

To study the performance of compact models based on
regression, we consider the POSENET architecture proposed
in [1]. We adapt the POSENET architecture to perform 3-
DOF camera pose estimation by requiring it to produce a 2D
vector representing the 2D position of carts and a 2D unit
vector representing its orientation. To train our 3-DOF version
of POSENET, we set α = 125 to weigh the position-related
and orientation-related losses. In our experiments, this value
allowed to obtain the best results over the following choices:



TABLE II: Mean and median position and orientation errors
results

Mean Median
Methods P.E.(m) O.E.(◦) P.E.(m) O.E.(◦)

1-NN FISHER 1.63 13.48 0.31 3.32
1-NN VGG16 0.72 7.32 0.28 3.11

1-NN TRIPLET 0.55 6.52 0.28 3.17
1-NN POSENET 2.17 11.53 1.38 7.07

1-NN TRIPLET TC 0.44 5.76 0.29 3.2
1-NN VGG16 TC 0.52 7.09 0.28 3.13

POSENET 1.62 7.52 1.23 4.63
SVR POSENET 1.96 10.1 1.54 6.14
SVR TRIPLET 1.46 8.04 0.9 4.39

α = {500, 250, 125, 62.5}. The reader is referred to [1] for
more details on the role of the α parameter when training the
POSENET architecture. The model has been optimised using
ADAM with a learning rate of 10−3.

We also train Support Vector Regressors on images en-
coded according to two different feature spaces: 1) image
representations learned fine-tuning an ImageNet pre-trained
VGG16 model, using a triplet architecture as detailed in the
previous section; 2) the internal representation learned by
the POSENET architecture. Experiments with Support Vector
Regressors have been conducted using an RBF kernel. The
optimal values for the C and γ parameters have been found
performing a grid search with cross-validation.

V. RESULTS

TABLE II reports the mean and median position and orien-
tation errors of the investigated methods. Methods denoted by
“TC” are combined with the temporal constraint for sequential
localization discussed in Section IV-A. Best per-column results
are reported in bold numbers. We present the same results
in graphical format in Fig. 5(a) and (b). In the plots shown
in Fig. 5, each method is identified by two coordinates in
the Cartesian space: the mean or median error on position
(x axis) and the mean or median error on orientation (y
axis). Intuitively, methods closest to the origin are the best
performing. The figure also reports the different lower-bound
values shown in TABLE I.

As shown in TABLE II and Fig. 5, a simple 1-NN search
on images represented using off-the-shelf VGG16 features
pre-trained on ImageNet allows to obtain remarkable results,
both in terms of mean (0.72 m and 7.32◦) and median errors
(0.28m and 3.11◦). As it can be expected, the more expressive
semantics of the hierarchical VGG16 features, allows to easily
outperform classic “shallow” representation based on Fisher
Vector encoding of local SIFT features (1-NN FISHER -
1.63 m and 13.48◦ mean errors and 0.31 m and 3.32◦ median
errors). Such results can be further improved fine-tuning the
VGG16 image representation with the deep metric learning
criterion imposed by the triplet architecture (1-NN TRIPLET
- 0.55 m and 6.52◦ mean errors and 0.28 m and 3.17◦ median
errors). It should be noted that the triplet architecture allows
to learn an embedding space in which it is explicitly enforces

a desirable property for nearest neighbour search, i.e., images
of nearby locations are mapped close to each other in the
representation space.

Assuming that sequential localization is feasible, imposing
the temporal constraint discussed in Section IV-A allows to
improve 1-NN search results with both VGG16 (1-NN VGG16
TC - 0.52 m and 7.09◦ mean errors and 0.28 m and 3.13◦

median errors) and triplet representations (1-NN TRIPLET
TC - 0.44 m and 5.76◦ mean errors and 0.29 m and 3.2◦

median errors). It should be noted that the results obtained
imposing the temporal constraint with VGG16 features (1-
NN VGG16 TC) are comparable to the ones obtained with
the triplet representation without enforcing any temporal con-
straint. Moreover, the improvements obtained by 1-NN based
on triplet when the temporal constraint is applied are modest
(compare 1-NN TRIPLET with 1-NN TRIPLET TC both
in TABLE II and Fig. 5). This suggests that the triplet-
based learning effectively allows to reduce ambiguities in the
representation space, mitigating the effect of repeated structure
elements with similar appearance. We also would like to note
that sequential pose estimation may not always be feasible,
especially when dealing with low-power devices which can
only work at a low frame rate.

Regression-based approaches generally perform worse than
methods based on 1-NN search (compare top and bottom
parts of TABLE II). The significant difference in performance
between the “1-NN TRIPLET” and “SVR TRIPLET” methods
(e.g., the mean position error increases from 0.55 to 1.46,
while mean orientation error increases from 6.52 to 8.04)
suggests that regression-based methods struggle to solve the
inherent ambiguities in representation space, while simple 1-
NN search benefits from the possibility to compare new test
examples with the many different training samples which are
kept in memory.

To assess whether the Triplet criterion allows to learn better
image representations (as compared to regression methods
such as POSENET) we also performed a 1-NN search using
the internal representation of POSENET (1-NN POSENET)
and trained an SVR regressor on triplet features (SVR
TRIPLET). To obtain results comparable with the “SVR
TRIPLET” method, we also trained an SVR regressor on top
of POSENET features (SVR POSENET). Interestingly, the “1-
NN POSENET” approach reports the worst results among the
nearest neighbour methods (2.17 m and 11.53◦ mean errors
and 1.38 m and 7.07◦ median errors), while “SVR TRIPLET”
outperforms all others regression-based methods (1.46 m and
8.04◦ mean errors and 0.9 m and 4.39◦ median errors).
These observations lead us to three conclusions: 1) feature
representations learned using the regression objective imposed
by the POSENET architecture are sub-optimal for retrieval-
based methods. This suggests that images of nearby locations
are not mapped close to each other in the learned feature space;
2) the deep metric learning criterion imposed by the triplet
architecture allows to learn feature representations which
improve the results of both retrieval-based and regression-
based methods; 3) deep metric learning techniques could



Fig. 5: Graphical representation of mean (a) and median (b) position and orientation errors of the considered methods.

help bridge the gap between retrieval-based and regression-
based methods by allowing regression methods to learn more
structured representations.

VI. CONCLUSION

In this paper, we considered the problem of shopping cart
localization in retail stores. We proposed the first large scale
labelled indoor dataset to address the task of image-based
egocentric shopping cart localization. Following an analysis
on the collected data, we framed the task as a 3-DOF cam-
era pose estimation problem. To study the considered task,
we benchmarked two families of approaches: retrieval-based
techniques and regression-based methods. The considered ex-
periments pointed out that retrieval-based approaches outper-
form regression-based methods. We also note that learning a
feature space through deep metric learning techniques allows
to improve the results of both retrieval-based and regression-
based techniques.
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